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Lecture 5: Searching Sequence Databases
Multiple Alignment format

In addition to storing individual sequences in a specified format, the results from a multiple sequence alignment can be stored in a specified format as well.  Various programs (including the BLOCKS server) can then read in these multiple sequence alignments and perform analysis on them.  The most widely used multiple sequence alignment file formats are:  FASTA, GCG Multiple Sequence Format, and ALN.

FASTA Format
In Fasta Format, each sequence in the multiple alignment starts with a Fasta description line (beginning with a ‘>’).  Following the description line is the sequence data.  The gap character ‘-‘ is found in locations corresponding to gaps in the sequence when the multiple alignment was created.

>JC2395

NVSDVNLNK---YIWRTAEKMK---ICDAKKFARQHKIPESKIDEIEHNSPQDAAE----

-------------------------QKIQLLQCWYQSHGKT--GACQALIQGLRKANRCD

IAEEIQAM

>KPEL_DROME

MAIRLLPLPVRAQLCAHLDAL-----DVWQQLATAVKLYPDQVEQISSQKQRGRS-----

-------------------------ASNEFLNIWGGQYN----HTVQTLFALFKKLKLHN

AMRLIKDY

>FASA_MOUSE

NASNLSLSK---YIPRIAEDMT---IQEAKKFARENNIKEGKIDEIMHDSIQDTAE----

-------------------------QKVQLLLCWYQSHGKS--DAYQDLIKGLKKAECRR

TLDKFQDM
Stockholm Format

Stockholm Format (http://www.cgr.ki.se/cgr/groups/sonnhammer/Stockholm.html)

# STOCKHOLM 1.0

#=GF ID CBS

#=GF AC PF00571

#=GF DE CBS domain

#=GF AU Bateman A

#=GF CC CBS domains are small intracellular modules mostly found  

#=GF CC in 2 or four copies within a protein. 

#=GF SQ 67

#=GS O31698/18-71 AC O31698

#=GS O83071/192-246 AC O83071

#=GS O83071/259-312 AC O83071

#=GS O31698/88-139 AC O31698

#=GS O31698/88-139 OS Bacillus subtilis

O83071/192-246          MTCRAQLIAVPRASSLAE..AIACAQKM....RVSRVPVYERS

#=GR O83071/192-246 SA  999887756453524252..55152525....36463774777

O83071/259-312          MQHVSAPVFVFECTRLAY..VQHKLRAH....SRAVAIVLDEY

#=GR O83071/259-312 SS  CCCCCHHHHHHHHHHHHH..EEEEEEEE....EEEEEEEEEEE

O31698/18-71            MIEADKVAHVQVGNNLEH..ALLVLTKT....GYTAIPVLDPS

#=GR O31698/18-71 SS    CCCHHHHHHHHHHHHHHH..EEEEEEEE....EEEEEEEEHHH

O31698/88-139           EVMLTDIPRLHINDPIMK..GFGMVINN......GFVCVENDE

#=GR O31698/88-139 SS   CCCCCCCHHHHHHHHHHH..HEEEEEEE....EEEEEEEEEEH

#=GC SS_cons            CCCCCHHHHHHHHHHHHH..EEEEEEEE....EEEEEEEEEEH

O31699/88-139           EVMLTDIPRLHINDPIMK..GFGMVINN......GFVCVENDE

#=GR O31699/88-139 AS                   *

#=GR O31699/88-139 IN           
GCG  Multiple Sequence Format

!!AA_MULTIPLE_ALIGNMENT 1.0

  msf MSF:  131 Type: P 22/01/02 CompCheck: 3003 ..

  Name: IXI_234 Len: 131  Check: 6808 Weight: 1.00

  Name: IXI_235 Len: 131  Check: 4032 Weight: 1.00

  Name: IXI_236 Len: 131  Check: 2744 Weight: 1.00

  Name: IXI_237 Len: 131  Check: 9419 Weight: 1.00

//

           1                                               50

IXI_234    TSPASIRPPAGPSSRPAMVSSRRTRPSPPGPRRPTGRPCCSAAPRRPQAT

IXI_235    TSPASIRPPAGPSSR.........RPSPPGPRRPTGRPCCSAAPRRPQAT

IXI_236    TSPASIRPPAGPSSRPAMVSSR..RPSPPPPRRPPGRPCCSAAPPRPQAT

IXI_237    TSPASLRPPAGPSSRPAMVSSRR.RPSPPGPRRPT....CSAAPRRPQAT

           51                                             100

IXI_234    GGWKTCSGTCTTSTSTRHRGRSGWSARTTTAACLRASRKSMRAACSRSAG

IXI_235    GGWKTCSGTCTTSTSTRHRGRSGW..........RASRKSMRAACSRSAG

IXI_236    GGWKTCSGTCTTSTSTRHRGRSGWSARTTTAACLRASRKSMRAACSR..G

IXI_237    GGYKTCSGTCTTSTSTRHRGRSGYSARTTTAACLRASRKSMRAACSR..G

           101                         131

IXI_234    SRPNRFAPTLMSSCITSTTGPPAWAGDRSHE

IXI_235    SRPNRFAPTLMSSCITSTTGPPAWAGDRSHE

IXI_236    SRPPRFAPPLMSSCITSTTGPPPPAGDRSHE

IXI_237    SRPNRFAPTLMSSCLTSTTGPPAYAGDRSHE
PileUp

   MSF:   92  Type: P    Check:  1886   .. 

 Name: JC2395 oo  Len:   92  Check:  8870  Weight:  35.3

 Name: FASA_MOUSE oo  Len:   92  Check:   527  Weight:  64.6

 Name: KPEL_DROME oo  Len:   92  Check:  2489  Weight:  41.2

//

JC2395          .NVSDVNLNK YIWRTAEKMK ICDAKKFARQ HKIPESKIDE IEHNSPQDAA 

FASA_MOUSE      .NASNLSLSK YIPRIAEDMT IQEAKKFARE NNIKEGKIDE IMHDSIQDTA 

KPEL_DROME      MAIRLLPLPV RAQLCAHLDA LDVWQQLATA VKLYPDQVEQ ISSQKQRGRS 

JC2395          EQKIQLLQCW YQSHGKTGAC QALIQGLRKA NRCDIAEEIQ AM

FASA_MOUSE      EQKVQLLLCW YQSHGKSDAY QDLIKGLKKA ECRRTLDKFQ DM

KPEL_DROME      ASN.EFLNIW GGQYNHT..V QTLFALFKKL KLHNAMRLIK DY
ClustalW ALN Format

CLUSTAL W (1.82) multiple sequence alignment

JC2395          -NVSDVNLNKYIWRTAEKMKICDAKKFARQHKIPESKIDEIEHNSPQDAAEQKIQLLQCW 59

FASA_MOUSE      -NASNLSLSKYIPRIAEDMTIQEAKKFARENNIKEGKIDEIMHDSIQDTAEQKVQLLLCW 59

KPEL_DROME      MAIRLLPLPVRAQLCAHLDALDVWQQLATAVKLYPDQVEQISSQKQRGRSASN-EFLNIW 59

                     : *       *.   :   :::*   ::  .::::*  :. :. : .: ::*  *

JC2395          YQSHGKTGACQALIQGLRKANRCDIAEEIQAM 91

FASA_MOUSE      YQSHGKSDAYQDLIKGLKKAECRRTLDKFQDM 91

KPEL_DROME      GGQYNHT--VQTLFALFKKLKLHNAMRLIKDY 89

                  .:.::   * *:  ::* :       ::  

CLUSTAL W(1.4) multiple sequence alignment

IXI_234         TSPASIRPPA GPSSRPAMVS SRRTRPSPPG PRRPTGRPCC SAAPRRPQAT

IXI_235         TSPASIRPPA GPSSR----- ----RPSPPG PRRPTGRPCC SAAPRRPQAT

IXI_236         TSPASIRPPA GPSSRPAMVS SR--RPSPPP PRRPPGRPCC SAAPPRPQAT

IXI_237         TSPASLRPPA GPSSRPAMVS SRR-RPSPPG PRRPT----C SAAPRRPQAT

IXI_234         GGWKTCSGTC TTSTSTRHRG RSGWSARTTT AACLRASRKS MRAACSRSAG

IXI_235         GGWKTCSGTC TTSTSTRHRG RSGW------ ----RASRKS MRAACSRSAG

IXI_236         GGWKTCSGTC TTSTSTRHRG RSGWSARTTT AACLRASRKS MRAACSR--G

IXI_237         GGYKTCSGTC TTSTSTRHRG RSGYSARTTT AACLRASRKS MRAACSR--G

IXI_234         SRPNRFAPTL MSSCITSTTG PPAWAGDRSH E

IXI_235         SRPNRFAPTL MSSCITSTTG PPAWAGDRSH E

IXI_236         SRPPRFAPPL MSSCITSTTG PPPPAGDRSH E

IXI_237         SRPNRFAPTL MSSCLTSTTG PPAYAGDRSH E

Phylip

     3     92

JC2395     -NVSDVNLNK YIWRTAEKMK ICDAKKFARQ HKIPESKIDE IEHNSPQDAA 

FASA_MOUSE -NASNLSLSK YIPRIAEDMT IQEAKKFARE NNIKEGKIDE IMHDSIQDTA 

KPEL_DROME MAIRLLPLPV RAQLCAHLDA LDVWQQLATA VKLYPDQVEQ ISSQKQRGRS 

           EQKIQLLQCW YQSHGKTGAC QALIQGLRKA NRCDIAEEIQ AM

           EQKVQLLLCW YQSHGKSDAY QDLIKGLKKA ECRRTLDKFQ DM

           ASN-EFLNIW GGQYNHT--V QTLFALFKKL KLHNAMRLIK DY
PIR Format

>P1;JC2395

-NVSDVNLNKYIWRTAEKMKICDAKKFARQHKIPESKIDEIEHNSPQDAAEQKIQLLQCW

YQSHGKTGACQALIQGLRKANRCDIAEEIQAM

*

>P1;FASA_MOUSE

-NASNLSLSKYIPRIAEDMTIQEAKKFARENNIKEGKIDEIMHDSIQDTAEQKVQLLLCW

YQSHGKSDAYQDLIKGLKKAECRRTLDKFQDM

*

>P1;KPEL_DROME

MAIRLLPLPVRAQLCAHLDALDVWQQLATAVKLYPDQVEQISSQKQRGRSASN-EFLNIW

GGQYNHT--VQTLFALFKKLKLHNAMRLIKDY

*
GDE

%JC2395

nvsdvnlnkyiwrtaekmkicdakkfarqhkipeskideiehnspqdaaeqkiqllqcwy

qshgktgacqaliqglrkanrcdiaeeiqam

%FASA_MOUSE

nasnlslskyipriaedmtiqeakkfarennikegkideimhdsiqdtaeqkvqlllcwy

qshgksdayqdlikglkkaecrrtldkfqdm

%KPEL_DROME

--mairllplpvraqlcahldaldvwqqlatavklypdqveqissqkqrgrsasneflni

wggqynhtvqtlfalfkklklhnamrlikdy

Nexus

#NEXUS

BEGIN DATA;

dimensions ntax=3 nchar=91;

format missing=?

symbols="ABCDEFGHIKLMNPQRSTUVWXYZ"

interleave datatype=PROTEIN gap= -;

matrix

JC2395      NVSDVNLNKYIWRTAEKMKICDAKKFARQHKIPESKIDEIEHNSPQDAAE

FASA_MOUSE  NASNLSLSKYIPRIAEDMTIQEAKKFARENNIKEGKIDEIMHDSIQDTAE

KPEL_DROME  --MAIRLLPLPVRAQLCAHLDALDVWQQLATAVKLYPDQVEQISSQKQRG

JC2395      QKIQLLQCWYQSHGKTGACQALIQGLRKANRCDIAEEIQAM

FASA_MOUSE  QKVQLLLCWYQSHGKSDAYQDLIKGLKKAECRRTLDKFQDM

KPEL_DROME  RSASNEFLNIWGGQYNHTVQTLFALFKKLKLHNAMRLIKDY

;

end;

General Feature Format (GFF)

The general feature format was developed so that annotations could be readily parsed by a number of programs to quickly determine the location of various features.  Example uses of GFF include importing data into ACE formats for quick feature viewing, and for creating sequence images complete with features.

http://www.sanger.ac.uk/Software/formats/GFF/
A description of multiple alignment formats is given on the BLOCKS server page:

http://www.blocks.fhcrc.org/blocks/help/blocks_format.html
The sequence formats used by EMBL are found at: http://www.hgmp.mrc.ac.uk/Software/EMBOSS/Themes/SequenceFormats.html
Sequence Conversion Programs

SeqIO

ReadSeq

Searching Sequence Databases

Sequence Similarity Searches

The most common type of search used is to compare a single query sequence against a database.  Such a search is typically performed to gather information on the potential function of a gene.  This is done by comparing the search results, and the functions of the sequences that are related on a sequence similarity level.  Such a search can be expanded to find more distantly related sequences (at least on the sequence level) to the query sequence.  Such sequence similarity searches can yield information concerning related proteins that may lead to the discovery of a family that can then be characterized, and perhaps multiply aligned and profiled.

With all sequence searches, it is important to consider the sensitivity and the selectivity of the algorithms.  Sensitivity refers to the ability to find most of the related members (reduction of false negatives) while selectivity refers to the ability to detect only members of the family you are interested in studying (reduction of false positives).  This is important to keep in mind when interpreting alignment results and assigning a function to a sequence, since this assignment may be given through transitive relationships.

DNA versus protein searches

It is much easier to determine patterns of sequence similarity between protein sequences than DNA sequences due to the fact that DNA sequences only have four potential characters per position, while amino acid sequences have 20.  To illustrate this example, consider a sequence of length four.  With DNA sequences, such a sequence has a chance of 1/44 = 1/256 of aligning at random.  With protein sequences, this would be 1/204 = 1/160,000.

In addition, since multiple codon sequences code for the same amino acid, it is possible that the translated amino acid sequences could be identical, yet the underlying nucleic acids could be different.

For instance, consider the following sequences:

AUGGAATTAGTTATTAGTGCTTTAATTGTTGAATAA

AUGGAGCTGGTGATCTCAGCGCTGATCGTCGAGTGA
blast2sequences reports that no significant alignment is found!

If we look at an ungapped alignment between these two sequences, we get:

AUGGAATTAGTTATTAGTGCTTTAATTGTTGAATAA

|||||  | || ||    ||  | || || || | |

AUGGAGCTGGTGATCTCAGCGCTGATCGTCGAGTGA
which gives 21 identical residues out of 36, for a percent identity of 58%.

However, translation of both of these sequences yields the protein sequence:

ELVISISALIVE

This sequence is 100% identical for both protein sequences.  Therefore, if the nucleotide region we are interested in searching for is known to be in a protein coding region, it would be beneficial to translate the DNA sequence into a protein sequence.  Generally, both the target (or database) and the query sequences are translated into all six reading frames and compared to one another.  (Recall that there are three reading frames in the forward direction, and three in the reverse complement).  Now rather than having four comparisons (target forward and reverse complement AGAINST query forward and reverse complement) there are now thirty-six comparisons to be made.  Therefore, while translation of the sequences into proteins will lead to better results, the time it takes to run will be approximately nine times as long.

Scoring matrices

Most database searching utilities will allow the user to change between various scoring systems.  At one time, the default scoring matrix used for amino acid searches was the Dayhoff PAM250 matrix.  In most instances, the PAM250 matrix has been replaced by the BLOSUM62 matrix, since the BLOSUM matrices were based on more sequence data.

FASTA

FASTA was the first rapid search method developed for database searching.  FASTA uses a heuristic algorithm to speed up the process of locating similar regions.  Unlike dynamic programming, FASTA is not guaranteed to lead to the optimal solution.  However, the search time is roughly 50 times faster than DP solutions.

FASTA Algorithm

In the initial stage of searching for regions of similarity, FASTA uses a hashing approach.  For each of the sequences being compared, a table is constructed showing the positions of each word of length k, or k-tuple.  The relative positions of each word in the two sequences are calculated by subtracting the position of the first sequence from the position of the second.  Words having the same offset are in phase and reveal a longer region of alignment between the two sequences.  

Step 2: the ten regions with the highest density of identities are identified.  The ends of each region is trimmed to include only residues contributing to the highest score.  Each resulting region is now a partial alignment without gaps.  Each is given a score (init1 score)

Step 3: If there are several initial regions with scores greater than a cutoff value, check to see if the trimmed initial regions can be joined to form an approximate alignment with gaps.   A similarity score is calculated as the sum of the init1 scores for each of the initial regions minus a penalty for each gap.  (initn score)

Step 4: Construct a needleman-wunch optimal alignment of the query sequence and the library sequence, considering only those residues that lie in a band 32 residues wide, centered on the best initial region found in step 2 (opt score)

 After locating the k-tuples and grouping the ones with the same offset together, an optimization step is invoked to piece together k-tuple alignments allowing gaps.

Using this approach, the search time increases linearly with the size of the query and target sequences.  Compared to the polynomial increase with dynamic programming, FASTA presents a much faster alternative, particularly as the sequence size increases.

For DNA and RNA sequences, the typical size of the k-tuple in the FASTA algorithm is 4-6, while in protein sequences it is 1 or 2.  The larger the k-tuple, the faster FASTA will run, but the less thorough it will be in determining regions of similarity.

Significance of fasta scores

In order to determine the significance of an alignment for a target database and a query sequence, FASTA calculates the u and lambda parameters for the extreme value distribution, which will vary with the length and the composition of the sequences being compared.  The steps to calculate z-scores for each possible score is calculated as follows:

1) The average score for database sequences in the same length range is determined.

2) The average score is plotted against the logarithm of average sequence length in each length range.

3) The points are then fitted to a straight line by linear regression.

4) A z score, the number of standard deviations from the fitted line, is calculated for each score.

5) High-scoring, presumably related sequences, and also very low scoring alignments that do not fit the straight line are removed from consideration.

6) Steps 1-5 are repeated one or more times.

7) The known statistical distribution of alignment scores is used to calculated the probability that a Z score between unrelated or random sequences of the same lengths as the query and database sequence could be greater than z, which follow an extreme value distribution such that: (Pearson, 2000 ISMB)
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The expectation of observing a Z-score greater than z in a database of D sequences is:
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8) Z scores are then normalized to z’ = 50  + 10z so that an alignment score with a standard deviation of 5 now has a normalized score of 100.

9) The significance of the alignment score between a sequence and a database can be further analyzed by aligning a sequence with a shuffled library.

HISTOGRAM OF FASTA DATA

One of the items reported in the FASTA output is a histogram showing a graphical representation of the distribution of the normalized scores when matched with the query sequence.  These scores are expected to fall approximately into a normal distribution, and any significant matches will fall outside the normal curve.  

The first column listed in the fasta score distribution is the z’ score, which is a z score normalized to a mean of 50 and a standard deviation of 10.   The second column lists the number of optimized scores found in that range.  The third column lists the number of expected sequences to lie within a range, given an extreme value distribution and the calculated values of u and lambda.

The “=” signs give an approximate curve for the actual distribution, while the “*” indicates the expected score distribution.

The z’-scores greater than 120 are considered to be high-scoring alignments.

opt      E()

< 20   188     0:==

  22     0     0:           one = represents 109 library sequences

  24     0     0:

  26     2     1:*

  28     7    15:*

  30    28    91:*

  32   200   353:== *

  34   841   958:========*

  36  2217  1968:==================*==

  38  3746  3253:=============================*=====

  40  5360  4538:=========================================*========

  42  6055  5547:==================================================*=====

  44  6496  6119:========================================================*===

  46  5820  6232:======================================================   *

  48  5469  5966:===================================================   *

  50  4820  5444:=============================================    *

  52  4202  4787:=======================================    *

  54  3815  4089:===================================  *

  56  3271  3415:===============================*

  58  2755  2804:=========================*

  60  2268  2271:====================*

  62  1813  1821:================*

  64  1500  1448:=============*

  66  1233  1145:==========*=

  68   951   900:========*

  70   746   706:======*

  72   699   551:=====*=

  74   460   430:===*=

  76   337   335:===*

  78   287   260:==*

  80   244   202:=*=

  82   185   154:=*

  84   115   122:=*

  86   114    95:*=

  88    75    73:*          inset = represents 1 library sequences

  90    70    57:*

  92    48    44:*         :=======================================*

  94    26    34:*         :==========================       *

  96    33    26:*         :=========================*=======

  98    14    20:*         :==============     *

 100    10    16:*         :==========     *

 102     7    12:*         :=======    *

 104     6     9:*         :======  *

 106     5     7:*         :===== *

 108     2     6:*         :==   *

 110     2     4:*         :== *

 112     1     3:*         := *

 114     0     3:*         :  *

 116     0     2:*         : *

 118     0     2:*         : *

>120    27     1:*         :*==========================

After the histogram is calculation of the Kolmogorov-Smirnov statistic, which yields some information into the deviation between the observed and expected distributions.  If the deviation is significant enough, then the alignment should be performed again with different gap penalties.

After the statistics is a list of the best scoring hits.  Note that FASTA presents at most one highest scoring hit per sequence, whereas other alignment programs may present many.  Listed in the hits section are the description of the sequence, the z’ score, the initn, initl, and opt scores (note the initn score is the extended hit score; the init1 score is the initial hit score; the opt score is the score calculated by stringing together regions with gaps – see Figure 7.2 of Mount for a more in-depth explanation) and the E score (calculated as an estimate of the likelihood of a match occurring by chance).

The best scores are:                               initn init1 opt z-sc   E(66345)

MERR_PSEAE mercuric resistance operon regu  ( 144)  928  928  928 1129.8     0

MERR_SHIFL mercuric resistance operon regu  ( 144)  871  871  871 1061.3     0

MERR_SERMA mercuric resistance operon regu  ( 144)  810  810  810  988.1     0

MERR_STAAU mercuric resistance operon regu  ( 135)  292  172  298  373.6  3.5e-14

MERR_BACSR (strain rc607). mercuric resist  ( 132)  241  198  289  363.0  1.4e-13

YHDM_ECOLI hypothetical transcriptional re  ( 141)  175  175  276  347.0  1.1e-12
After the list of the highest scoring hits are the smith-waterman alignments between the query and the highest scoring hits.  A ‘:’ marks conservation; ‘.’ denotes a conservative substitution:

>>MERR_STAAU mercuric resistance operon regulatory protei (135 aa)

 initn: 292 init1: 172 opt: 298 Z-score: 373.6 expect() 3.5e-14

Smith-Waterman score: 298;  36.923% identity in 130 aa overlap

               10        20        30        40        50        60

MerR   MENNLENLTIGVFAKAAGVNVETIRFYQRKGLLLEPDKPYGSIRRYGEADVTRVRFVKSA

              . :. .:::  :: ::.:.:.::::.  : .  .. : :.:  . ::::.:  

MERR_S      MGMKISELAKACDVNKETVRYYERKGLIAGPPRNESGYRIYSEETADRVRFIKRM

                    10        20        30        40        50     

               70          80        90       100       110        

MerR   QRLGFSLDEIAELLRL--EDGTHCEEASSLAEHKLKDVREKMADLARMEAVLSELVCACH

       ..: ::: ::  :. .  .:: .:..  ... .: :....:.  : :.. .: ::   : 

MERR_S KELDFSLKEIHLLFGVVDQDGERCKDMYAFTVQKTKEIERKVQGLLRIQRLLEELKEKCP

          60        70        80        90       100       110     

      120       130       140    

MerR   ARRGNVSCPLIASLQGGASLAGSAMP

        ...  .::.: .:.::         

MERR_S DEKAMYTCPIIETLMGGPDK      

         120       130        

FASTA Programs

FASTA – compares a query protein sequence to a protein sequence library or a DNA sequence to a DNA sequence library.

TFASTA – compares a query protein sequence to a DNA sequence library, after the DNA sequence library has been translated in all six reading frames.

FASTF – compares a set of ordered peptide fragments, obtained from analysis of a protein by cleavage and sequencing of protein bands resolved by electrophoresis, against a protein database

TFASTF – compares a set of ordered peptide fragments, obtained from analysis of a protein by cleavage and sequencing of protein bands resolved by electrophoresis, against a DNA database

FASTS – compares a set of ordered peptide fragments, obtained from mass-spectometry analysis of a protein, against a protein database.

TFASTS – compares a set of ordered peptide fragments, obtained from mass-spectometry analysis of a protein, against a DNA database.

Example  

>mgstm1

MGCEN,MIDYP,MLLAY,MLLGY

FASTX, FASTY – compares a query DNA sequence to a protein sequence database, translating the DNA sequence in all six reading frames and allowing frameshifts.

TFASTX, TFASTY – Compares a protein sequence to a DNA sequence or DNA sequence library, such that the DNA sequence is translated in all six reading frames, and the protein query sequence is compared to each of the six derived protein sequences.  The DNA sequence is translated from one end to the other; termination codons are translated into unknown amino acids.

LALIGN, LFASTA – Same as the FASTA program, except that multiple aligning regions may be reported for each sequence.

PLALIGN – dot plot algorithm available through the fasta suite

FAST-pat, FAST-swap: compares a sequence to a pattern database

FAST-swap 

BLAST

Basic Local Alignment Search Tool

Blast has supplanted FASTA as the most commonly used database search tool.  BLAST was developed as an improvement in speed from the FASTA suite without a sacrifice in sensitivity.

The first step of the BLAST algorithm is to locate common words or k-tuples in the query sequence and the target database sequences.  However, BLAST does not search for every possible k-tuple, it only considers those that are most significant.  For the NCBI BLAST program, the word length is fixed at 3 for proteins and 11 for nucleic acids.  This k-tuple is referred to as the word-length, and is the minimum length needed to achieve a word score that is high enough to be significant but not so long as to miss short but significant patterns.

MSP – Maximal Segment Pair: The highest scoring pair of identical length segments chosen from two sequences.  The boundaries of an MSP are chosen to maximize its score, so an MSP can be of any length.  

The number of MSP scores with a score greater than a cutoff score S are reported.

BLAST minimizes the time spent on sequence regions where the score is unlikely to exceed this cutoff score.

The main strategy of BLAST is to seek only segment pairs that contain a word pair with a score of at least T.  Any such hit is extended to determine if it is contained within a segment pair whose score is greater than or equal to the cutoff score S.

The scanning phase of BLAST locates the words within the sequences in linear time.  One method is to map each possible word to an integer so that it can be used as an index into an array.  For instance, if the word size was 4, and amino acids were used, there are 204 = 160,000 entries in the array.  The second approach was the use of a deterministic finite state automaton 

Hit Extension

Initial hits are then examined, and extended in either direction until they fall below a certain score threshold.  

In order to get around the problem of using uninformative hits, BLAST stores a list of words that are found much more often than expected by random.  Hits to these words are discarded from consideration

Steps Used by BLAST

1) The sequence is optimally filtered to remove low-complexity regions that will not lead to meaningful sequence alignments.

2) A list of words of the predefined word length (3 for amino acids; 11 for DNA sequences) in the query sequence is made.

3) The query words are evaluated for an exact match with a word in any database sequence, using substitution scores for amino acids, and +5,-4 scoring scheme for DNA.

4) A cutoff score, called neighborhood word score threshold (T) is selected to reduce the number of possible matches to the word to be the most significant ones.   This pares down the list of possible matching words to those resulting in the most significant alignments.

5) The procedure is repeated for each word in the query sequence.

6) The remaining high-scoring words for each possible match to a word are organized into an efficient search tree.

7) Each database sequence is scanned for an exact match to one of words in the search tree, one position at a time.  If a match is found, it is used to seed a possible ungapped alignment between the query and database sequences.

8) (UNGAPPED BLAST – VERSION 1.0)  In the original BLAST suite of programs, an attempt is made to extend an alignment from the matching words in each direction along the sequences, as long as the score does not drop below a certain threshold.  At this point, a larger stretch of sequence (called the HSP (high-scoring segment pair) which has a larger score than the original word may have been found.

(GAPPED BLAST – VERSION 2.0)  In the newer version of BLAST, the neighborhood word threshold T is reduced in order to find shorter matching word hits that can be aligned along the same diagonal

9) The score of each HSP is compared against a cutoff score S, which is empirically determined.  

10) The statistical significance for each HSP is calculated using the Karlin-Altschul statistics and the extreme value distribution, as previously discussed with sequence alignments.  Recall that the probability, p, of observing a score S greater than or equal to x is given by the equation:
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and m’ and n’ are the effective lengths of the query and database, such that
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where H is the average expected score per aligned pairs of residues in an alignment of two random sequences; m and n are the length of the query and database; K and lambda are parameters calculated based on the sequences and the scoring scheme.

These effective, or reduced, lengths are used as a correction factor in order to allow alignments starting near the end of one of the sequences to be detected.

The expectation, E, of seeing a score S >= x in a database of D sequences is approximately given by the Poisson distribution, 
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11) Two or more HSP regions may be combined to a longer alignment region, even though the individual HSPs may result in a lower score.

12)  Smith-Waterman type alignments are shown for the query sequence with each of the matched sequences in the database.  BLAST-2 can produce alignments with gaps, while BLAST-1 cannot.

13) When the expected score for a given database sequence satisfies the threshold for E, the match score is reported.

SHOW STEPS OF BLAST

SHOW EXAMPLES OF BLAST OUTPUT USING SEQUENCES FROM THE CLASS

BLAST Programs

BLASTP: Compares a protein query sequence against a protein database, allowing for gaps

BLASTN: Compares a DNA query sequence against a DNA database, allowing for gaps

BLASTX: Compares a DNA query sequence, translated into all six reading frames, against a protein database, allowing for gaps

TBLASTN: Compares a protein query sequence against a DNA database, translated into all six reading frames, allowing for gaps

TBLASTX: Compares a DNA query sequence, translated into all six reading frames, against a DNA sequence database, translated into all six reading frames.  TBLASTX does not allow for gaps.

There are a number of different BLAST options.  One list of these options and a description of them is available through the WU-BLAST home page:

http://blast.wustl.edu/blast/README.html
BAYES BLOCK ALIGNER

Another approach to searching databases is the Bayes Block Aligner.  The methodology behind the Bayes Block Aligner is to find all possible blocks located within two sequences.  A larger number of possible alignments between two sequences are generated by aligning combinations of blocks.  Gaps will be present between the blocks.  

The Bayes Block Aligner uses Bayesian statistics to derive the posterior probabilities of each alignment assuming various scoring models and different number of blocks.  This approach has been shown to locate some weak, yet real, similarities between sequences.

SSAHA

SSAHA stands for Sequence Search and Alignment by Hashing Algorithm.  It can align DNA sequences by converting the sequence information into a ‘hash table’ data structure that can then be searched very rapidly for matches.

SSAHA is best suited towards problems in locating identical or near identical matches.  The hash word length is defined to be 10 bases by default.  Example applications include SNP detection; rapid sequence assembly; detecting order and orientation of contigs.

SSEARCH

While dynamic programming algorithms can be painfully slow when searching against large databases, they are more likely to discover sequences that are distantly related to one another.  SSEARCH is one program that implements the Smith-Waterman approach to sequence alignment.  

ftp.virginia.edu/pub/fasta
SSEARCH is part of the FASTA suite of programs.  This approach compares a protein sequence to another protein sequence or sequence database (or DNA sequence to a DNA sequence or database) using enhanced Smith-Waterman local sequence alignments.

BLAT

BLAT (BLAST-Like Alignment Tool), developed by Jim Kent at UCSC, is used to locate smaller regions of higher identity within genomic assemblies.  BLAT on nucleic acids will quickly identify regions at least 95% similar consisting of 40 bases or more.  More divergent and shorter sequence alignments may be missed.  BLAT on amino acids will find sequences at least 80% similar consisting of at least 20 amino acids.  

DNA BLAT works by keeping an index of an entire genome in memory, where the index consists of all non-overlapping 11-mers except those involved in repetitive elements.  For the human genome, this corresponds to a little less than a gigabyte of RAM.  Protein BLAT works in the same fashion, except that 4-mers are used.  The protein index is slightly larger than 2 gigabytes for humans.

BLAT is a very fast tool for localizing highly similar regions.  However, distant homologies are not detected.  The typical use for BLAT is to localize a specific sequence on a genome.  This can be very useful, since the BLAT web interface directly ties to the UCSC GoldenPath genomic browser.

The BLAT web server is:

http://genome.ucsc.edu/cgi-bin/hgBlat?command=start&org=human
SEQUENCE FILTERING

Low-Complexity Regions

Low-complexity regions are amino acid or DNA sequence regions that offer very low information due to their highly biased content.  Examples of low complexity regions include histidine-rich domains in amino acids, poly-A tails in DNA sequences, poly-G tails in nucleotides, runs of purines, runs of pyrimidines, runs of a single amino acid, etc.

The complexity of a window of size L can be calculated as:
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A resulting K value of 0 results in a region of very low complexity; a value of 1 results in a high complexity.

Consider the sequence AAAA:

L is 4, so L! = 4*3*2*1 = 24

nA = 4; nC = nG = nT = 0

So the product of the factorials is 4!*0!*0!*0! = 24

K = ¼ log4(24/24) = 0, so this is low complexity region.

Now consider the sequence ACTG:

L is 4, so L! is 4*3*2*1 = 24

nA =nC=nG=nT = 1

so the product of the factorials is 1!1!1!1! = 1

so K = 1/4log4(24/1) = 0.573

Short, periodic repeats

Another possible source of low information are regions of DNA or amino acid sequences with repeats with a short periodicity (such as 10 bases long).  Examples of such sequences commonly found in DNA are short tandem repeats.

Fortunately, there are programs out there to remove such sequences from a query and target database before it is searched. 

SEG, PSEG are programs developed at NCBI that are used to mask out low-complexity regions in amino acid sequences.

NSEG is the NCBI program that masks out low-complexity regions in nucleic acid sequences.

DUST is another program that removes low-complexity regions in DNA sequences.

Each of these programs calculates the complexity for a given window using the algorithm defined above and masks out regions based on a given complexity threshold.

XNU is a program that will locate internal repeats with a short periodicity.

Interspersed Repeats

In addition to short, periodic repeats, genomes are filled with longer interspersed repetitive elements.  These can be in the form of short-interspersed elements (SINES)  on the order of 300 bases long, or long-interspersed elements (LINES) on the order of 1-2 KB long.  There are other classes of interspersed repeats, including Mammalian-interspersed repeats (MIRS), and other elements that have been transposed and fixed into genomes through viral-like events.  Transposable elements are numerous in many plant species, which leads to large genome sizes.

Consider the human genome.  Somewhere around 50% of its composition comes from interspersed repeats.  Thus, these regions should be masked out as well.

RepeatMasker is a program that takes a query sequence and compares it against a set of target repetitive element databases.  Those regions in the query which match a repetitive element are masked out.  Run in its native mode, RepeatMasker calls cross-match, which implements a Smith-Waterman dynamic programming algorithm to locate instances of repetitive elements.  Improvements have been made to the RepeatMasker software so that it can use the speed of BLAST to speed up the time it takes to locate repeats.  This updated version is called MaskerAid.  

The libraries of repeats that RepeatMasker uses are maintained by the Genetics Information Research Institute in their Repbase database.

Soft versus Hard masking

There are generally two approaches to masking out repetitive elements.  The first approach, in which the repetitive element sequences are replaced by either N or X characters, is called hard masking.  The second approach, which is becoming a more popular approach to use, maintains the sequence data, but denotes repetitive portions of sequences with lowercase letters.  This can be a preferred approach for many reasons.  However, when using either approach it is important to understand how the sequence analysis software you are using will treat each of these.

Removal of Vector Sequence

Searching Databases with PSSMS

The method to search a database with a PSSM is very similar to seeing whether or not a sequence belongs to a family that the PSSM defines.  Every possible sequence position in each database sequence is evaluated as a possible sequence position by sliding the PSSM along one sequence at a time.  Positions with high scores are the best matches, and can be quickly identified.

EXAMPLES: BLOCKS Server; MAST Server (p323 for more)

Searching Databases with Regular Expressions

Certain databases (such as ProSite) allow the databases to be searched using a regular expression.  

PSI-BLAST

PSI-BLAST (position specific iterated blast) is a newer version of BLAST designed to take in an initial query sequence and find similar sequences to the query which can then be multiply aligned to create a scoring matrix that can be used to search the database for even more matches.  At this point, even more sequences are potentially found, that can then be added onto the multiple alignment.  This process of iteratively building the multiple alignment continues until the user is statisfied with the search results.

Of course, caution should be used with PSI-BLAST since a greedy algorithm is used in the sense that the most recently added sequences will now influence the next round of sequences that are to be found.

PHI-BLAST

PHI-BLAST (pattern hit initiated blast) functions in same manner as PSI-BLAST except that the query sequence is first searched for a complex pattern, or regular expression,  provided by the user.  The subsequent search for similar sequences is then focused on regions containing the pattern.  One example of a regular expression that might be used is:

[LIVMF]-G-E-x-[GAS]-[LIVM]-x(5,11)-R-[STAQ]-A-x-[LIVMA]-x-[STACV]

Reference Books:

BLAST
by Mark Yandell, Joseph Bedell (Editor), Ian Korf, Ian Korf, Mark Yandell Joseph Bedell, Lorrie LeJeune
Availability: This item will be released on June 1, 2003.  $39.95
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