                              A brief tutorial on using BLAST

Becoming facile with the databases and tools provided by the NCBI will be beneficial to your research. Please spend the time to become familiar with what's available. There are excellent summaries and tutorials on the NCBI web site.  Please check out the link http://www.ncbi.nlm.nih.gov/About/index.html to get started.

What follows is a series of steps that will help you become familiar with the fairly standard process of retrieving a protein sequence from Entrez, and using that protein sequence in a BLAST query to retrieve additional sequences. Entrez is a retrieval system for searching several linked databases.  BLAST is a search tool that allows for rapid searching of individual sequences against large sequence databases.

Visit ENTREZ at the NCBI by going to http://www.ncbi.nlm.nih.gov/Entrez.    You've been given a swissprot identifier:  APAF_HUMAN.  This is the identifier that can be used to retrieve information about the human apoptotic protease activating factor 1.  At the top of the screen you will see a drop down menu labeled "Search:" and a text box next to it labeled "for: ". In the drop down menu, select "protein".  In the "for" box, enter "APAF_HUMAN".  
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Click on the "Go" button to the right of the text box.  This will retrieve the Genbank entry associated with the APAF_HUMAN identifier. After the entry has been retrieved, you should see the following result screen:
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You successfully found the entry for the APAF_HUMAN protein.  It may not look like it at first, as the label above says "O14727".  However, this is simply a label used by Entrez to represent the same protein (the "O14727" identifier is called the Accession Number).  Click on the text that is "O14727".  It is a hyperlink which will pull up the full Genbank entry for this protein.  You should see the following screen:
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There is a lot of information associated with entries in the Genbank sequence database.  All you want at the moment is the protein sequence for the APAF_HUMAN gene.    You can obtain this by clicking on the drop-down menu next to the "Display" button and selecting "FASTA".  Then, click on the "Display" button.  You will get the following result screen:
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The amino acid sequence below the header text
 >gi|20141188|sp|O14727|APAF_HUMAN Apoptotic protease activating factor

 is the amino acid sequence of the human APAF protein.  Highlight the header and the amino acid sequence and copy it to the netscape clipboard (CTRL-C, or select copy under the edit menu). It's not necessary to strip off the header information for the sequence because the first line is parsed by BLAST automatically, and the information from that first line will show up in the appropriate places in the subsequent BLAST output, so that you know what your query sequence was. 

The next step is to do a BLAST search on this sequence.  BLAST is a tool that allows for efficiently searching large databases for sequences related to the sequence of interest (the query sequence).  Go to http://www.ncbi.nlm.nih.gov/BLAST.  This is the main page for BLAST.  There are a variety of different variations of BLAST. For this analysis you will be using a variation of BLAST called "blastp", which accepts a single protein sequence as input, and finds protein sequences in a protein database that share some similarity.  When a sequence is searched against a database of sequences, and matches are found, these matches are called hits.  Sometimes, if a sequence contains regions that are found in many other proteins, you will get a lot of hits.  However, if your query sequence is quite divergent from other sequences, you will get very few hits.
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Click on the link "Standard protein-protein BLAST [blastp]" under the heading "Protein BLAST".    The link brings you to the submission page for performing a protein-protein BLAST search.   Paste the amino acid sequence for APAF_HUMAN into the textbox labeled "Search":
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You will be searching the nonredundant protein database, abbreviated "nr".   This database includes all non-redundant GenBank coding sequence translations, and PDB,SwissProt, PIR, and PRF protein sequences.  Although this represents a large number of different data sources, the nr database is curated so as to contain a minimal amount of duplication of entries.  The nr database is selected by default (see the drop-down menu next to the "Choose database" label; make sure that "nr" is selected).  There are other search parameters you can set on this page as well. For example, if you want to select a subsequence of the sequence you've pasted into the "Search" textbox, you can do this by entering the starting position in the "From:" field, and the end position in the "To:" field.  

Next, click on the button labeled "BLAST!".  This will submit the sequence to the NCBI, where it will be put into a queue; sometimes it can take several minutes for a BLAST result to exit the queue and be processed. The page that is displayed after clicking the "BLAST!" button summarizes information about the protein you submitted, including the domain structure for the protein, and an estimation for the amount of time that will pass before your results will be available: 
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The colored ovals beneath the black sequence bar represent conserved domains that have been found in the protein.  To find out more about the domains, click on the picture.  For example, click on the domain labeled "CARD". A new browser window will open up that appears as follows:
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This page lists the conserved domains that have been found in the protein.  The colored ovals in the picture correspond to the list of items beneath.  In this protein, there appears to be one CARD domain, an NB-ARC domain, and several WD-40 repeats.  To find out how well the APAF_HUMAN sequence matches up with these conserved domains, scroll down in the page and you will see the alignments of the different domains with the APAF_HUMAN protein.  If you wish to find out more about a particular domain, click on the name of the domain (for example, click on the "CARD" domain again).  You will be brought to an information page about that domain which describes what the domain does:
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Look at the "help? option to find out more about conserved domain analysis. 

Please return to the original BLAST submission screen.  Click on the "Format!" button.  If the results are ready, you will see a screen that displays the results of your search.  If the results are not ready yet, you will see a web page that will automatically update until the results are ready.
The results of your BLAST search will be labeled "results of BLAST".  There is a lot of information displayed on the page;  take some time exploring it.  You should see something similar to the screen capture below:
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A BLAST result contains all of the sequences which, when aligned to the query sequence using the BLAST algorithm, gave an e-value that meets the minimum value specified in the original search.  The default e-value cutoff is 10.  A lower e-value represents a better score.   Now would be a good time to consult the BLAST FAQS (located at http://www.ncbi.nlm.nih.gov/blast/blast_FAQs.html).  They provide a great deal of information about BLAST.  

In the output, the first few items of text are a description of the query length, and the database that was searched.  Below this is a graphical representation of the first twenty or so sequence alignments. An overview of the database sequences aligned to the query sequence is shown. The score of each alignment is indicated by one of five different colors, which divides the range of scores into five groups. Multiple alignments on the same database sequence are connected by a striped line. Mousing over a hit sequence causes the definition and score to be shown in the window at the top, clicking on a hit sequence takes the user to the associated alignments.  It's important to note that the graphical display only shows the first 30 alignments by default.  

To the left of the overview is a hypertext link labeled "Taxonomy report".  Click on this link in order to see more information about the species which are represented in the results of the BLAST search. Look through this list, and use it to help answer question 1 on the homework.

In the graphical representation of the sequence alignments (the red and purple bars above), note how there appear to be gaps in the alignments.  There appear to be two regions of conservation, one at the N-terminus and one near the C-terminus.  Think about how this compares with the conserved domain analysis that is presented in the previous screen.

Below the graphical representation of the sequence alignments is a listing of the first 100 proteins which show significant sequence similarity to the APAF_HUMAN protein.  The entries look like this:
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Each line represents information about the alignment of the query sequence to a sequence that BLAST has found to have some similarity to the query.  The alignment results are typically displayed in order, from best to worst E value (lower E values being better).   The Expect value (E value) is a parameter that describes the number of hits one can "expect" to see just by chance when searching a database of a particular size. Notice that the first hit is the same sequence that you used to do your search.  This makes sense, since your query sequence (APAF_HUMAN) came from SWISSPROT, and SWISSPROT is included in the nr database.   The blue text that starts each line is an encoding of information about the sequence that the query sequence is aligned to, and is presented as blue hyperlinked text.  It is hyperlinked to the genbank entry for the file.  "gi" means that the number that follows is the genbank identifier. After this number is an encoding of the database from which the genbank entry was derived (sp  = SWISSPROT, emb = EMBL, gb = genbank, etc.).  The number that follows is the Id in that database. Finally, if there is another name associated with that entry, it is listed. 
Next to the encoding is a description of the protein.  Sometimes these descriptions are misleading or incorrect, so don't place too much faith in them. After the description is a bit score, which represents the score which BLAST assigned to the alignment.  If you wish to learn more about how BLAST scores alignments, look at the BLAST FAQs or the BLAST tutorial.  

If you click on the "Score" for the sequence alignment, you will be brought to the alignment results for that sequence.  The alignment results for the first 50 hits are provided, but you can increase this number when you set the BLAST parameters.   You can reach the alignments by scrolling down in the BLAST output as well.  Look through some of the alignments.  An example alignment is given below:
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Note how some sequences in the alignments show a region of X's in their results.  This adjustment, called complexity filtering, is done by BLAST in order to account for a decrease in identity and increase in E value than would otherwise be seen in a match of a query against the identical or other highly related sequences in the database.  In BLAST searches performed without a filter, often certain hits will be reported with high scores only because of the presence of a low-complexity region. Most often, this type of match cannot be thought of as the result of homology shared by the sequences. Rather, it is as if the low-complexity region is "sticky" and is pulling out many sequences that are not truly related. You can turn off complexity filtering in the initial BLAST Search page if you wish.
Now that you have your BLAST results, look at the taxonomy report by clicking on the Taxonomy Report link, and look at some of the sequence entries.  Observe the kinds of organisms where hits have been found, and examine the E values of these hits.   

In the case of APAF_HUMAN, a search of the nr database yields a large number of proteins with very low E values.  If you want to find proteins whose alignments generate a particular range of E values, you can do this by filling in the "Expect value range: " textboxes in the initial BLAST search page where you paste the sequence.   Doing this can be useful if you wish to look at the proteins which are less similar to the query sequence.
Doing BLAST searches is one way (but not necessarily the best way) to find out the function of a protein you're interested in. Let's say you had been given the APAF_HUMAN protein sequence, but you didn't know its function, and there was no description of its function in Entrez.  You can see how doing a BLAST search may provide some insight into the function of that protein, because you could look at the annotations of the sequences to which APAF_HUMAN aligns.  If its alignments to these sequences have reasonably good E values (generally, .00001 or lower), it is safe to think that they might have some similar biological functions.  Even if you know the function of a protein (perhaps it is a nuclear receptor) but you want to know what specific class of nuclear receptor that the receptor belongs to, looking at BLAST results can be useful. For example, if in your blast results of the nuclear receptor you find that the best hits are to the glucocorticoid receptors, perhaps your protein functions as a glucocorticoid receptor, rather than one of the other nuclear receptor types.  One needs to be very careful in making these assumptions, however, and certainly further computational analysis and experimental validation should be considered. For a tutorial on using PFAM, click here.
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